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Introduction

The biomedical literature is a treasure trove of results 
which can potentially support the R&D process, by 
suggesting new research targets, or by preventing the 
duplication of already performed experiments. However, 
often such potential is left untapped due to the lack of 
tools which can be effectively adopted in the process of 
literature-based discovery. We present techniques which 
can support this process, focusing in particular on the 
detection of interactions between biomedical entities 
(genes, diseases, proteins, etc.).
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Conclusion

Although fully automated extraction of interactions is still 
not within immediate reach, recent results show that our 
tools already perform at a competitive level, making 
them interesting either as stand-alone modules for 
preliminary document inspection, or as components 
within an environment aimed at supporting the process 
of  curation of biomedical literature. 
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Evaluation
The results have been validated on a publicly available corpus 
[1] and by participation to a text mining competition 
(BioCreative) [2].

In the case of BioCreative, our system, after generating 
candidate interactions on the basis of co-occurrence of protein 
names within the same sentence, applies a novelty filter and a 
syntactic filter in order to separate meaningful interactions from 
accidental ones. The results, which are among the best 
reported, prove the effectiveness of the approach.

Methods
Our approach is based on a dependency parser and modular 
rules which make use of rich linguistic annotations. Our system 
is organized around a pipeline of NLP tools, which perform tasks 
such as sentence splitting, tokenization, PoS tagging, 
lemmatization, term extraction, chunking, dependency parsing. 
The final result of this stage of analysis is a set of dependencies. 

Ambiguity in protein names is a well-known 
and widespread problem. Being able to 
determine with precision which is the 
organism used in the study leads to a 
significant disambiguation effect.

Since not all the interactions 
reported by the authors are 
relevant for the curation 
process, it is necessary to 
identify reliably sentences 
which present the authors' 
own results. We have 
adopted an efficient 'novelty' 
filter, which can distinguish 
background from novel 
knowledge.

The task of detecting protein-protein interactions is additionally 
complicated by the need of locating protein names in the 
articles and normalizing them to unique identifiers (e.g. from 
UniProt). Further, not all potential interactions are requested, 
but only those that the authors present as their main results. 
The combination of these requirements makes the problem 
extremely challenging.

Relation mining is based on cascading rules, which are 
organized modularly in order to support increasingly abstract 
types of queries.


