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Predictive assessment of a non-linear
random effects model for multivariate
time series of infectious disease counts

M. Paul∗† and L. Held

Infectious disease counts from surveillance systems are typically observed in several administrative geograph-
ical areas. In this paper, a non-linear model for the analysis of such multiple time series of counts is discussed.
To account for heterogeneous incidence levels or varying transmission of a pathogen across regions, region-
specific and possibly spatially correlated random effects are introduced. Inference is based on penalized
likelihood methodology for mixed models. Since the use of classical model choice criteria such as AIC or
BIC can be problematic in the presence of random effects, models are compared by means of one-step-ahead
predictions and proper scoring rules. In a case study, the model is applied to monthly counts of meningococcal
disease cases in 94 departments of France (excluding Corsica) and weekly counts of influenza cases in 140
administrative districts of Southern Germany. The predictive performance improves if existing heterogeneity
is accounted for by random effects. Copyright © 2011 John Wiley & Sons, Ltd.
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1. Introduction

Surveillance data on various notifiable diseases collected by national surveillance systems usually

consist of multiple time series of counts of new infections. Data for a single disease are typi-

cally reported in several strata defined through administrative geographical areas and/or age groups

[1, Chapter 13]. The statistical analysis of the resulting multivariate time series of daily, weekly, or

monthly counts is an important task in infectious disease epidemiology.

The data are not available at an individual level but are aggregated and often also subject to under-

reporting and reporting delays, which may give rise to overdispersion and blurred dependencies. Thus,

detailed (mechanistic) modelling of the epidemic process is not feasible. On the other hand, purely

empirical models such as log-linear Poisson regression are not able to adequately capture occasional

outbreaks. Such temporal dependence beyond regular patterns can be addressed by including past

counts as additional explanatory variables in the predictor [2--4]. In particular, Held et al. [5] suggest

a Poisson regression model with identity link for the mean, i.e. the disease incidence, which is divided

into three additive components: the first two components represent an autoregression on past counts in

the same and in other regions, respectively, whereas the third component deals with trends and seasonal

variation in a usual log-linear formulation. Overdispersion can be allowed for by replacing the Poisson

with a negative binomial distribution. Maximum likelihood (ML) estimates are obtained using general

optimization routines because the resulting model no longer fits into a generalized linear model (GLM)

framework.

When analyzing spatially stratified time series, the assumption of equal transmission rates or incidence

levels across all regions is questionable. For example, disease transmission might be influenced by

factors such as age, sex, vaccination status, genetic variation in individuals, or environmental factors [6].
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Such factors could be incorporated into the model framework of Held et al. [5] as covariates if they

are observable and available. Alternatively, to allow for varying transmission of a pathogen across a

few regions, region-specific autoregressive parameters are introduced in Paul et al. [7]. However, this

approach is limited to a small to moderate number of strata. For highly multivariate time series the

estimation procedure can get unstable and identifiability problems may occur.

A common approach to account for unobserved heterogeneity is by means of random effects. For

infectious disease data, Li et al. [8] allowed for household-dependent heterogeneity in infection rates

by assuming that the probability of avoiding infection varies randomly in a chain binomial model.

Similarly, Davis et al. [9] considered heterogeneity in transmission probabilities due to household-

specific random effects when estimating vaccine efficacy based on outbreak size household data. Zeger

and Karim [10] and Lin and Zhang [11] used a generalized linear (additive) mixed model (GLMM)

for the analysis of longitudinal data on respiratory infection in Indonesian children.

In this paper, we introduce random effects in the model discussed in Held et al. [5] and extended

in Paul et al. [7] to deal with heterogeneous disease transmission and incidence levels. In particular,

we focus on how to obtain parameter estimates and on how to compare different models. The esti-

mation of parameters involves integration of the likelihood with respect to the random effects which

cannot be done analytically. There are several possible methods for approximating of the integral.

For instance, the integral can be solved numerically using adaptive Gauss–Hermite (AGH) quadrature

or Monte Carlo integration techniques. Alternatively, the integrand can be approximated such that

the integral over the resulting approximation is a closed-form expression. This can be done using

first or higher order Laplace approximations or penalized quasi-likelihood (PQL) approaches. See e.g.

Breslow [12] or Tuerlinckx et al. [13] and the references therein for details about these methods in

GLMMs.

However, since the model considered in this paper is not linear in parameters, methods for GLMMs

cannot be used. Inference is thus based on the methodology suggested by Kneib and Fahrmeir [14]

for the analysis of survival data. Estimates of the regression coefficients are derived using penalized

likelihood and estimates of variance components are obtained by optimizing the (approximated) marginal

likelihood. The estimation procedure corresponds to a variant of the PQL approach as discussed in

Breslow and Clayton [15].

Alternatively, a Bayesian approach could have been used for inference. For example, Held et al. [16]

have proposed a Markov chain Monte Carlo (MCMC) algorithm for a univariate time series model

with an autoregressive parameter following a piecewise constant change-point model with unknown

number of change-points. This model is extended to a multivariate setting in Hofmann [17]. An

extension to a multivariate additive time series model with random effects seems feasible. Knorr-Held

and Richardson [18] have considered Bayesian inference via MCMC in a somewhat related multivariate

model with multiplicative structure. However, model choice in such highly parameterized Bayesian

hierarchical models remains a challenge. Of course, the deviance information criterion (DIC) [19] can

be computed, but recent work [20] has shown that it tends to prefer too complex models in situations

with many random effects.

Similar challenges arise in a frequentist setting where model choice is often based on Akaike’s

information criterion [21]

AIC=−2log(L(�̂|data))+2p, (1)

where log(L(�̂|data)) is the maximized log-likelihood of a model and p is the number of estimable

parameters in this model, or related criteria. Extending the AIC to mixed models raises some issues: First

of all, one has to decide on parameters of primary interest in order to choose the appropriate likelihood

and the correct number of parameters in Equation (1) [22]. From a marginal point of view the marginal

likelihood integrated over the random effects is used and the number of estimable parameters is given

as the sum of the number of fixed effects and the number of variance parameters. This formulation is

appropriate if fixed population effects are of interest. However, if future observations share the same

random effects as the observed data (as is the case in our situation), the AIC should be based on the

conditional likelihood given the random effects [22, 23]. The effective number of parameters then lies

between that of a model without random effects and that of a model where the random effects are

replaced by corresponding fixed effects. Obtaining an unbiased estimator for the effective number of

parameters is computationally quite complex already for linear mixed models [22, 24] and not clear

for GLMMs. Besides, the use of either the conditional or the marginal AIC for model selection has
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serious shortcomings e.g. if one wants to decide whether the inclusion of a random effect is necessary

or not, i.e. whether the variance is non-zero or zero [23].

When using the Bayesian information criterion BIC=−2log(L(�̂|data))+ p log(n) the above consid-

erations concerning the choice of an appropriate likelihood and the corresponding number of parameters

remain. Furthermore, the effective sample size n is also ambiguous because of the correlation between

observations, see e.g. [25, 26].

A more natural approach for model selection in time series models than the use of classical model

choice criteria is the comparison of successive one-step-ahead forecasts with the actually observed data

[27, 28]. The usage of proper scoring rules has been recently advocated in this context [29]. The most

widely known scoring rule is the logarithmic score which corresponds to the log predictive density at the

observed value. In the case of time series where data are inherently ordered, BIC is an approximation of

the log marginal likelihood (integrated over unknown parameters), which can be written as the sum of

the one-step-ahead logarithmic scores. See Dawid [27] or Gneiting and Raftery [29] for further details.

Calculation of successive one-step-ahead forecasts with MCMC is very difficult. Specific algorithms

such as particle filters have been suggested [30] but application to highly multivariate time series

data seems not feasible. In contrast, the likelihood-based approach proposed in this paper allows for

successive re-fitting the model and calculating the one-step-ahead forecasts.

The remainder of the paper is organized as follows. In Section 2 the model described in Paul

et al. [7] is extended for the analysis of highly multivariate time series with heterogeneity in some of

the model coefficients by means of (correlated) random effects. Statistical inference based on mixed

model methodology is described. Software for fitting the models is currently incorporated in the

development version of the R package surveillance [31] at http://surveillance.r-forge.r-project.org/.

The predictive properties are investigated by means of one-step-ahead predictions and proper scoring

rules, as outlined in Section 3. In Section 4.1 we apply our model to monthly meningococcal disease

counts in 94 departments of France excluding Corsica from 1985 to 1999, previously analyzed in

Knorr-Held and Richardson [18]. The incidence for meningococcal disease is rather low, resulting in

a sparse data set. In a second example in Section 4.2 we consider a more common disease, namely

influenza cases observed in the 140 districts of the two German states Baden-Württemberg and Bavaria

from 2001 to 2008. We end with a discussion in Section 5.

2. Model formulation and inference

2.1. Model

To begin with, let yrt denote the number of cases of a specific disease in ‘unit’ r =1, . . . , R at time

t =1, . . . ,T . Units might represent several geographical regions or different age groups. In the following,

we consider spatially stratified counts where a unit corresponds to a certain region. The counts are

assumed to be Poisson distributed, yrt|yt−1 ∼Po(�rt), with conditional mean

�rt =�r yr,t−1 +�r

∑

q �=r

wqr yq,t−1 +�rt, �r ,�r ,�rt>0 (2)

see [7]. The first two components of �rt include as covariates the number of past cases at time t −1

observed in the same and in other regions, respectively. The weights wqr are assumed to be known and

define how cases in other regions relate to cases in region r . In this paper, we use wqr =1(q ∼r )/nq ,

where 1 is the indicator function, q ∼r denotes that region q is a neighbor of region r , and nq denotes

the number of neighbors of region q . See Paul et al. [7] for a discussion of other possible weights.

This observation-driven part of the conditional mean rate should capture occasional outbreaks and,

following Held et al. [5], is called the ‘epidemic component’. The third component �rt is the ‘endemic

component’ and parametrically models seasonal variation and trends.

The specification of the unknown quantities, �r ,�r , and �rt, in the predictor (2) is discussed in more

detail later. At first, we motivate the chosen additive decomposition. There has been much literature

on how to generalize the well-known Gaussian autoregressive moving average (ARMA) models to

observation-driven models for non-Gaussian time series data, e.g. [2--4]. In the case of a univariate

Poisson time series, many models use the GLM framework with log link function and regress log(�t )

on past values of the response to address autocorrelation (e.g. references in [4]). However, it is not

possible to account for positive association in a stationary model if past counts are directly included
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as explanatory variables. Instead, a suitable transformation of yt−1 is necessary, see e.g. [3, 7]. Models

belonging to the class of conditional linear autoregressive models use an identity link and directly

regress �t on past cases without further transformations. For instance, Fokianos et al. [4] suggest the

following model for a time series of counts {yt }:

yt | (History up to time t)∼Po(�t ), �t =a�t−1 +byt−1 +d, a,b,d>0.

Without the moving average term a�t−1, this model represents a univariate version of model (2).

It corresponds to a Bienaymé–Galton–Watson branching process with immigration [32]. Branching

processes play a fundamental role in the mechanistic modelling of infectious diseases and provide

an approximation of the epidemic process assuming an unlimited amount of susceptibles [33]. In a

surveillance setting, the number of susceptibles is rarely available and branching processes provide a

useful model approximation.

Formulation (2) of our empirical model is based on this branching process formulation and can also

be written in a multivariate fashion as

lt =Kyt−1 +mt (3)

with suitably defined column vectors lt ,yt−1, and mt . The matrix K has entries �r on the diagonal and

off-diagonal entries �rwqr [7]. Stationarity holds if the largest eigenvalue of the matrix K is smaller

than 1 [5].

The unknown quantities in (2) are now decomposed additively on the log scale

log(�r ) = �(�) +b(�)
r , (4)

log(�r ) = �(�) +b
(�)
r , (5)

log(�rt) = �(�) +b(�)
r +�1t +

S
∑

s=1

{�2s sin(	s t)+�2s+1 cos(	s t)}+ log(ert), (6)

where �(�),�(�),�(�) are component-specific intercepts, b
(�)
r ,b

(�)
r ,b

(�)
r are random effects, �1 is a trend

parameter, �2, . . . ,�2S+1 are seasonal parameters, 	s denotes a specific Fourier frequency, and ert is

a region-specific and time-dependent offset. For instance, 	s =2
s/52 is used for weekly data [34].

The offset ert might comprise yearly varying population numbers. All in all, the vector of the fixed

(unpenalized) effects is given by b= (�(�),�(�),�(�),�1, . . . ,�2S+1)⊤. However, the parametric modelling

of trends and seasonal variation is not restricted to the formulation given in (6). For instance, one could

choose a quadratic instead of a linear trend.

Note that to address heterogeneity, the component-specific intercepts �(�),�(�), and �(�) were allowed

to vary across regions in Paul et al. [7]. Such a formulation is feasible as long as the number of regions

is low to moderate. In this paper, each component (4)–(6) instead includes an (optional) random effect.

The stacked vector b= (b(�)⊤,b(�)⊤,b(�)⊤)⊤ containing all random effects from the three components

is assumed to be normally distributed with mean 0 and positive definite covariance matrix

R=diag(�2
�I,�2

�I,�2
�I), (7)

where �2
�
, �2

�
, and �2

� are unknown variance parameters, and I is the R× R identity matrix. Note that

we use the identity matrix for all components, i.e. all elements of b are assumed to be uncorrelated.

However, this assumption might not always be realistic. To allow for correlation between different

components, the covariance matrix for the stacked vector b can be specified as

R=X⊗I, (8)

where X is an unknown 3×3 covariance matrix, and ⊗ denotes the Kronecker product. Positive defi-

niteness of R can be ensured by using a suitable parameterization for X. See Pinheiro and Bates [35]

for a comparison of several parameterizations for unstructured covariance matrices. We use a compu-

tationally stable factorization in terms of standard deviations and correlations which is based on the

Cholesky decomposition of X in spherical coordinates, see Appendix A for further details.

In hierarchical models for spatio-temporal data, the independence assumption for a vector of random

effects might be questionable and random effects are often assumed to be spatially correlated. As the

observation-driven formulation (2) is able to incorporate temporal and spatio-temporal correlation, the

Copyright © 2011 John Wiley & Sons, Ltd. Statist. Med. 2011, 30 1118--1136
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inclusion of independent and identically distributed (IID) Gaussian effects in (2) might be sufficient

to address possible further heterogeneity. However, the IID random effects within a component might

also be replaced by spatially correlated ones.

For example, one might adopt a conditional autoregressive (CAR) model [36, 37] for b(�), say, i.e.

effects in neighboring regions are assumed to be more alike than effects in distant regions. The respective

identity matrix in (7) is then replaced by a matrix K with non-diagonal entries kqr =−1 if q ∼r , and

diagonal entries kqq =nq [37, p. 102]. As the rows and columns of K sum to zero, this matrix is not

of full rank but of rank g<R, leading to an improper distribution. The rank-deficiency of K equals

R−g =1 if all regions are connected and there are no islands. The inverse of K, which is needed to

obtain a marginal likelihood estimate for the unknown variance parameter, thus does not exist. However,

the vector b(�) can be re-expressed via a one-to-one transformation in terms of a (R−g)-dimensional

fixed, i.e. unpenalized parameter vector, and a g-dimensional parameter vector which is IID Gaussian

[14, 37, p. 91].

Model (2) assumes a Poisson distribution for the counts. This is usually suitable for counts of less

prevalent diseases such as the meningococcal disease data analyzed in Section 4.1. For counts of more

prevalent diseases, such as influenza, overdispersion is more likely [38]. The model formulation can be

easily adjusted for overdispersion by replacing the Poisson distribution with the negative binomial, i.e.

assuming yrt|yt−1 ∼NegBin(�rt,�), where the conditional mean �rt is specified exactly as in the Poisson

case but the conditional variance increases from �rt to �rt(1+��rt) [5, 7]. Thus, the negative binomial

model simplifies to the Poisson model for �=0. Also note that in applications, each component (4)–(6)

of the conditional mean may be omitted in parts or as a whole and the vector b then only contains

the included fixed effects. Analogously, the vector b only contains the specified random effects with

corresponding covariance matrix R.

2.2. Inference

ML estimates in the model formulation without random effects can be obtained by directly maximizing

the respective Poisson or negative binomial log-likelihood using numerical optimization routines. See

Paul et al. [7] for further details. In the presence of random effects, inference is more complex. In this

paper, we use penalized likelihood approaches [14, 15, 39--41] to obtain parameter estimates. That is,

variance components are treated as fixed when estimating the fixed and random effects. The variance

components itself are estimated through maximizing the marginal likelihood after integration with

respect to the fixed and random effects. As there is no analytical solution to this integral, a Laplace

approximation to the marginal likelihood is used (see e.g. [14, 15]).

In brief, the following alternating algorithm for the estimation of all parameters is used: First update

regression coefficients given the current variance parameters, then update variance components given

current regression coefficients via Newton steps. Iterate these two steps until convergence is reached,

i.e. parameter estimates no longer change.

Inference for the regression parameters b,b, given known variance components, is based on the

penalized log-likelihood

ℓpen(b,b;R)=ℓ(b,b)+ log p(b|R). (9)

For simplicity, we assume that the counts are Poisson distributed. The corresponding log-likelihood

in (9) is then given by

ℓ(b,b)=
∑

r,t

yrt log(�rt)−�rt − log�(yrt +1) ,

where �(·) denotes the Gamma function. In the case of overdispersed data, the above Poisson log-

likelihood is replaced by the negative binomial log-likelihood, see Paul et al. [7]. The penalty term

log p(b|R) in (9) corresponds to the log distribution of the vector of random effects b, i.e. a multivariate

Gaussian. After dropping terms that are constant with respect to b, we have

log(p(b|R))=− 1
2
b⊤
R

−1b.

The score vector spen(b,b;R) can be partitioned into two parts defined by the first-order derivatives of

(9) with respect to the fixed and random vectors b and b. Analogously, the observed Fisher information

matrix Fpen(b,b;R), i.e. the negative second-order derivatives of (9), can be partitioned with respect to

1
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b and b. See Appendix A.1 for details. These quantities spen(·) and Fpen(·) allow the computation of

updated estimates for the regression coefficients given the variances in a Newton algorithm.

Estimates of the variance components are obtained by maximizing the marginal likelihood

Lmarg(R)=

∫

exp{ℓpen(b,b;R)}dbdb. (10)

The above integral cannot be solved analytically and one has to resort to numerical methods or approx-

imations. Solving the integral in (10) by means of a Laplace approximation [42] is a relatively simple

approach and computationally less complex than other methods mentioned in Section 1. AGH quadrature

can provide a more accurate approximation in some situations since the Laplace approximation corre-

sponds to AGH quadrature with a single quadrature point [43]. However, the computational complexity

of AGH quadrature rapidly increases with the dimension of the random effects vector.

In general, the performance of first-order Laplace approximations depends on the validity of the

normal approximation. PQL approaches for GLMMs [15] have been found to yield seriously biased

estimates of variances and regression parameters with sparse binary outcome data where data are far

from normal [44, 45]. However, in many situations Laplace approximations work quite well and there is

no need for more elaborate approximations. Breslow [12] investigated several situations and concluded

that PQL performs adequately for Poisson GLMMs with mean greater than 5 or even lower for many

problems. Kneib and Fahrmeir [14] showed that the use of a Laplace approximation in their mixed

model-based inference performed quite similar compared with MCMC-based inference for survival

data.

Applying a Laplace approximation to the marginal likelihood (10) results in

ℓmarg(R)≈ℓ(b̂, b̂)− 1
2

log |R|− 1
2
b̂
⊤
R

−1b̂− 1
2

log |Fpen(b,b;R)|,

where |·| denotes the determinant of a matrix. Note that both b̂ and b̂ are estimated for given R

and thus depend on the variance parameters. In GLMMs [15], generalized additive models [46] and

Cox-type hazard rate models [14], small changes in the variance parameters hardly affect the regression

coefficients. We thus assume also that both ℓ(b̂, b̂) and b̂ vary only slowly when changing the variance

components. Then, the first term of the approximation can be ignored and the log marginal likelihood

reduces to

ℓmarg(R)≈− 1
2

log |R|− 1
2
b⊤
R

−1b− 1
2

log |Fpen(b,b;R)| (11)

where b, b denote a fixed value not depending directly on the variances, i.e. a current estimate.

This expression can be maximized numerically via Newton steps to obtain estimates of the variance

parameters.

First and second derivatives of the approximate log marginal likelihood (11) can be derived based on

differentiation rules for matrices (see e.g. [47]). See Appendix A for further details about the estimation

procedure and the implementation in the R package surveillance [31].

3. Predictive model assessment using proper scoring rules

A classical approach to measure the performance of a model is to use e.g. the mean squared error

of several point predictions. However, such an approach does not take into account the uncertainty

associated with the point predictions. Instead, probabilistic predictions in the form of a predictive

probability distribution P should be considered.

In the recent years, the use of strictly proper scoring rules has been advocated to evaluate probabilistic

predictions [29, 48]. Scoring rules measure the predictive quality by assigning a numerical score,

S(P, y), based on a stated predictive distribution P and the later observed true value y. They can be

seen as negatively oriented penalties that are to be minimized. A scoring rule is said to be proper, when

its expected value under the stated probability distribution P becomes minimal if the observed value y

is indeed a realization from P [29]. It is strictly proper if this minimum is unique. Strict propriety is

thereby essential to ensure that a scoring rule simultaneously addresses sharpness—the concentration

of the predictive distribution—and calibration—the statistical consistency between the predicted and

the later observed probability distributions. See Gneiting and Raftery [29] for further details.

Copyright © 2011 John Wiley & Sons, Ltd. Statist. Med. 2011, 30 1118--1136
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Each scoring rule has differing properties and strengths. Unless there is a clearly defined unique

underlying decision problem which calls for a specific scoring rule, it may often be appropriate to

investigate several scores in applications [48]. In the following, we briefly describe a selection of

proper scoring rules for count data discussed in Czado et al. [48]. Denote P(Y =k) the probability mass

function, P(Y�k) the cumulative distribution function and �P the first (finite) moment of the predictive

probability distribution. Furthermore, let y denote the count that materializes.

A traditional summary measure of predictive performance is the squared error score

SES(P, y)= (y−�P )2

defined in analogy to the mean squared error. This scoring rule depends on the predictive distribution

only through the first moment �P and is proper, but not strictly proper. Nevertheless, we consider this

score in Section 4 for comparison, due to its widespread use. Perhaps the most popular strictly proper

scoring rule is the logarithmic score [49]

logS(P, y)=− log(P(Y = y)).

The logarithmic score is a local score. It gives no credit for assigning high probabilities to values near

but not identical to the count y that materializes. At the same time it is highly sensitive to extreme cases

as it strongly penalizes low probability events. A strictly proper scoring rule which is less sensitive to

extreme events than the logarithmic score is the ranked probability score [48, 50]

RPS(P, y)=
∞
∑

k=0

(P(Y�k)−1(y�k))2.

The RPS adds particular weight to situations with unusually high observed or predicted counts. In such

situations, differences between competing models are blown up [48].

Typically, mean scores over a set of predictions are used to rank and compare different models. This

is mostly done informally by ordering the obtained mean scores. However, the question whether score

differences between models are significant can also be addressed more formally via tests [51, 52]. Here

we will look at a series of one-step-ahead predictions for each considered model. Two models are

compared with a Monte Carlo permutation test for paired individual scores [53]. As test statistic the

difference between mean scores from model A and mean scores from model B is used. Both scores

are averaged over a set of n individual scores. Under the null hypothesis of no difference, the actually

observed difference between mean scores should not be notably different from the distribution of the

test statistic under permutation. For each permutation, we first randomly assign the membership of

the n individual scores to either model A or B with probability 0.5. We then compute the respective

difference in mean for models A and B in this permuted set of scores. As the computation of all

possible permutations is only feasible for small data sets, a random sample of permutations is used to

obtain the null distribution. The Monte Carlo p-value is then given by

1+{number of permuted differences larger than observed difference (in absolute value)}

1+number of permutations
.

For the model presented in Section 2, the Poisson distribution is used as predictive distribution. The

required parameters of the distribution are obtained through plugging in the estimates of the fixed and

random effects. Although such an approach ignores parameter uncertainty, it is the most common and

feasible method to obtain a predictive distribution. Fixing the parameters at their estimated values may

in exceptional cases lead to identical scores for models of different complexities. For instance, a model

with an estimated zero random effects variance would have the same predictions and thus the same

scores as a corresponding simpler model without these random effects. In that case a heuristic solution

is to always prefer the more parsimonious model among models with equal scores. Such a situation

would not occur e.g. in a fully Bayesian approach where the model with random effects would yield a

larger predictive variance than the model without these effects and thus lead to different scores.

Note that for a series of one-step-ahead predictions, the model needs to be re-fitted at each time-

point. However, the optimizing algorithm usually converges after a few steps when using the previous

estimates as initial values because estimates hardly change. A simpler but cruder approach would be

not to update the parameter estimates (see e.g. [54]).
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4. Applications

In the following we analyze and assess the predictive performance of the proposed model using two

spatio-temporal data sets. The first data set consists of monthly cases of meningococcal disease caused

by the Neisseria meningitidis bacterium and observed in 94 departments of France. The incidence of

meningococcal disease is low and there is evidence of geographical heterogeneity within France [18].

The second data set comprises the weekly number of laboratory confirmed influenza A and B cases

in 140 administrative districts in Southern Germany, obtained from the German national surveillance

system operated by the Robert Koch Institute (RKI) [55]. The incidence of influenza is very high and

the disease spreads across regions in seasonal waves.

In both applications, we consider several models that differ depending on whether autoregressive

parameters are included or not, and on whether parameters are treated as fixed or as random. At first, we

only consider models with fixed and IID random effects. In the case where there are IID random effects

in more than one component, these effects are assumed to be correlated, as this correlated formulation

is more flexible than the formulation with uncorrelated effects. Among all models considered, the best

model with the lowest mean scores is selected. This model is then compared with a corresponding

model with CAR instead of IID effects.

4.1. Meningococcal disease in France

Knorr-Held and Richardson [18] proposed a complex hierarchical model for the analysis of meningo-

coccal disease incidence. Latent parameters are used to capture temporal, seasonal, and spatial trends.

Potential autoregressive effects of counts in the same or neighboring regions at previous time points

are modulated by latent binary indicators. These indicators are assumed to follow a two-stage hidden

Markov model. Thus past counts act multiplicatively on the disease incidence instead of additively as

in (2). Fully Bayesian inference is done using MCMC techniques.

In a case study, the model was applied to data on monthly counts of meningococcal disease in 94

departments of France (excluding Corsica) from 1985 to 1997. Different specifications for the functional

form of the autoregressive term, including and excluding spatial neighbors, were compared based on the

criterion DIC. Additional data for the years 1998 and 1999 were available for the purpose of prediction

but have not been included in the analysis. The main focus was placed on model fit and predictive

performance was touched only briefly.

Figure 1 shows the monthly number of cases for the whole of France for the years 1985–1999.

A clear seasonal pattern with peaks in winter can be seen. Also shown is a map of the mean yearly

incidence per 100 000 habitants averaged over the 15 years. The incidence is regionally varying with

the lowest incidence concentrated in the central regions of France. Note that this heterogeneity could

be partly due to the differences in reporting practices since the data correspond to the compulsory cases

notified by clinicians [18]. The location of four selected departments that also served as illustration in

Knorr-Held and Richardson [18] are indicated in the map.

Note that in a few regions there seem to have been artefacts in the data collection because a

period with no cases at all is followed by a period with regular pattern of cases. To determine such

regions we assumed a Poisson-gamma model with a single change-point in the mean of unknown

location and compared it with a Poisson-gamma model with constant mean [56, Section 3.2.1 and

Appendix B.5] for each region. If the posterior probability of the change-point model, assuming equal

prior probability for both models, was larger than 0.8, the zero counts for the first month up to the

estimated change-point were set to missing for the analysis. Eventually, the first two years in department

‘Maine-et-Loire’ and the first three years in departments ‘Calvados’ and ‘Marne’ were treated as

missing.

Since the data are quite sparse we assume a Poisson model. Table I summarizes the results for

different model formulations. All models contain a quadratic trend, S =1 seasonal component and

include expected cases ert calculated by indirect age–sex standardization as offset in (6). See Knorr-

Held and Richardson [18] for further details on the calculation of expected cases. Table I also shows

the log-likelihood values for each model. For models without random effects, there is no penalty term

involved and accordingly, the marginal likelihood ℓmarg is denoted by NA in the table. In this case,

ℓpen corresponds to the usual Poisson likelihood and could be used for model comparison. In the

presence of random effects, both likelihoods are given. However, note that they cannot be used for

model comparison.
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Figure 1. Monthly number of meningococcal disease cases in the whole of France (left) and mean yearly

incidence per 100 000 habitants in 94 departments, averaged over the years 1985–1999 (right).

Table I. Analysis of meningococcal disease in 94 departments of France.

exp(�̂(�)) �̂(�)

Model (se) (se) �̂2
� �̂2

� ̂�� maxEV ℓpen (ℓmar)

No autoregression

A0 —
−0.168

— — — — −10781 (NA)
(0.022)

A1 — ⋆ — — — — −10431 (NA)

A2 —
−0.253

— 0.14 — — −10480 (−146)
(0.046)

Fixed intercept �(�)

B1
0.076

⋆ — — — 0.08 −10387 (NA)
(0.009)

B2
0.079 −0.327

— 0.14 — 0.08 −10436 (−139)
(0.009) (0.047)

IID random effects b(�)

C2
0.087 −0.339

0.28 0.14 −0.27 0.22 −10422 (−162)
(0.010) (0.047)

Fixed intercept �(�), CAR random effects b(�)

D
0.079 −0.328

— 0.50 — 0.08 −10438 (−139)
(0.009) (0.025)

Shown are parameter estimates with standard errors in brackets. All models contain a quadratic trend and S =1
seasonal term. The maximum eigenvalue of the estimated matrix K in (3) is denoted by maxEV. Fixed but region-

specific intercepts are indicated by ⋆. The numerals in the model labels correspond to 0: fixed intercept �(�), 1:

region-specific intercept �
(�)
r 2: IID random effects b(�).

The first three models in Table I contain no autoregression: The intercept �(�) is either treated as

fixed (denoted by 0 in the label of the model) or as fixed region-specific (1) or as IID (2). The estimates

for the quadratic trend and the seasonal components are very similar for all three models and thus not

included in the table. Including the expected cases as offset causes a varying incidence level in model

A0. However, it is not clear whether the heterogeneity of the disease incidence as visible in the map

in Figure 1 can thus be captured adequately. Therefore, each region gets its own (fixed) intercept in

model A1 which substantially improves the log-likelihood from −10781 to −10431. Finally, model

A2 assumes that the incidence levels are IID random effects with estimated variance �̂2
� =0.14.
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Table II. Mean scores based on 94×84 one-step-ahead predictions for the meningococcal disease data.

Model logS (p-Value) RPS (p-Value) SES (p-Value)

No autoregression
A0 0.5920 (0.0001) 0.2009 (0.0001) 0.3245 (0.0001)
A1 0.5845 (0.0011) 0.1973 (0.0016) 0.3146 (0.0033)
A2 0.5823 (0.0420) 0.1970 (0.0185) 0.3140 (0.0240)

Fixed intercept �(�)

B1 0.5825 (0.0022) 0.1965 (0.0016) 0.3128 (0.0003)
B2 0.5802 (0.2260) 0.1962 (0.2730) 0.3121 (0.0451)

IID random effects b(�)

C2 0.5813 (0.0090) 0.1966 (0.0255) 0.3133 (0.0301)

Fixed intercept �(�), CAR random effects b(�)

D 0.5799 0.1961 0.3119

Model D is compared with the remaining models, the Monte Carlo p-values are based on permutation tests for
paired observations (9999 permutations).
Bold indicates the best model, i.e. the model with lowest score.

The predictive quality of the models is assessed through one-step-ahead predictions of the last 7

years. Table II shows the mean scores based on these 94×84 predictions. The results clearly indicate

that a single fixed intercept �(�) (A0) yields the worst predictive performance and regional heterogeneity

should be taken into account. According to all scores, a formulation with random effects (A2, B2) is

to be preferred compared with the corresponding formulation with region-specific fixed effects (A1,

B1). Note that in a regression context it is well known that the use of plug-in ML or Least Squares

estimates can be suboptimal in prediction problems due to overfitting. Copas [57, 58] suggests shrinkage

estimates for normal and logistic regression to improve predictive performance.

Basically, all models including an autoregression perform better than models excluding autoregression

with respect to all scores. The autoregressive parameter �̂(�)
in those models is estimated to be quite

small, exp(�̂(�)
)≈0.08. Accordingly, the maximum eigenvalue of K̂ is also small. We did not include

the quantity �r , which measures the influence of adjacent regions, into the model, as it seems to have

a very small effect and is hardly estimable from the meningococcal disease data set.

Note that a model formulation with region-specific fixed autoregressive parameters �
(�)
r cannot be

fitted, whereas a formulation with random effects b(�) is possible. Figure 2 displays the estimated

IID random effects from model C2. The scatterplot shows that there is a moderate negative correla-

tion between b̂
(�)

and b̂
(�)

, in accordance with the estimate ̂�� =−0.27, see Table I. The estimated

autoregressive coefficients �̂r are also mapped. There is considerable heterogeneity across regions with

highest values in some northern and western departments. However, no clear spatial pattern can be

seen. Although the variance �2
�

is estimated fairly large in model C2 with IID autoregressive parameter,

mean scores for this model are larger than for the respective model B2 with a single fixed parameter.

The best model with the lowest mean score among models with only fixed or IID random effects is

model B2, which includes a single autoregressive parameter �(�) and IID effects b(�) in the endemic

component. For comparison, we also fitted a corresponding model (D) with CAR instead of IID effects.

This formulation leads to a further (if only minor) reduction of all mean scores. Figure 3 shows the

estimated mean for this model in the four selected departments. The mean in each department is

separated into two additive components: the light gray area shows the estimated endemic component

�̂rt and the dark gray area corresponds to the autoregressive contribution exp(�̂(�)
)yr,t−1. The incidence

is clearly dominated by the endemic component, which is in agreement with the maximum eigenvalue

shown in Table I.

To judge the differences between the best model D and all competing models more formally, we

carried out permutation tests based on 9999 permutations for paired observations. The corresponding

Monte Carlo p-values for these tests can be found in Table II. There is a significant difference to models

without autoregression. However, there seems to be no significant difference between the CAR and an

IID formulation for the random effects in the endemic component according to both logS and RPS.

A comparison with the results obtained by Knorr-Held and Richardson [18] is not straightforward

due to substantial differences in the model formulation. Also, Knorr-Held and Richardson [18] have

included only data up to 1997 for fitting and have not considered one-step-ahead forecasts for model

Copyright © 2011 John Wiley & Sons, Ltd. Statist. Med. 2011, 30 1118--1136
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Figure 2. Estimated random effects from model C2. Shown is a scatterplot of the estimated random effects

in the endemic component b̂
(�)

and in the autoregressive component b̂
(�)

(left), and a map of the estimated

autoregressive parameters �̂r (right).
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Figure 3. Fitted values for model D for meningococcal disease data in selected departments of France.

comparison. Instead, they have used DIC [19] which has selected a model with two autoregressive

terms on the number of counts in the same region and the number of counts in neighboring regions,

respectively, as the best model. Note that past counts only enter in a dichotomized form (1 if there

was at least one case and 0 otherwise) modulated by additional region-specific latent hidden Markov

models. Our approach has identified a significant autoregression on past counts in the same region, but

not in neighboring regions.

4.2. Influenza in Southern Germany

As a second application we consider the weekly number of laboratory confirmed influenza cases

in 140 administrative districts of the two Southern German states Baden-Württemberg and Bavaria

for years from 2001 to 2008 [55]. Note that the number of regions is too large to fit models with
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Figure 4. Weekly number of influenza cases in the whole of German states Baden-Württemberg and Bavaria

(left) and mean yearly incidence per 100 000 habitants in the 140 administrative districts, averaged over the

years 2001–2008 (right).

region-specific fixed intercepts. Instead, we apply the proposed methodology with random effects to

account for regional heterogeneity.

Figure 4 shows the total number of influenza cases per week in all districts. A clear seasonal pattern

with steep increases of the number of cases in winter can be seen. Also shown in Figure 4 is a map

of the average yearly incidence per 100 000 habitants over the years 2001–2008. The incidence ranges

from 0 to 70 cases and is much higher than for the meningococcal disease data. However, note that the

influenza data suffer from substantial underreporting. Only a fraction of all influenza cases is actually

recorded since the illness caused by influenza is often too slight to warrant medical attention.

We consider several models that differ depending on whether quantities �r ,�r are included in the

model or not, and if yes, whether they enter as fixed or random effects. The number of cases is

assumed to be negative binomial distributed with overdispersion parameter �. All models include

random incidence levels b(�), a linear trend, S =3 seasonal terms, and population fractions pr/
∑

r pr ,

where pr denotes the population in region r at 31.12.2001 as offset. Note that S =3 components are

used because the superposition of only one sine and cosine wave could not adequately model the

distinct peaks, compare Paul et al. [7].

Table III shows the estimated parameters and standard errors for the different models. The overdis-

persion parameter � is always estimated to be larger than 1. There seems to be little variation in

the autoregressive coefficient �r since the variance �̂2
� is estimated to be quite small. Consequently,

estimation of models including IID effects in the autoregressive component turned out to be more

difficult than estimation of the remaining models in Table III. On the other hand, there is consid-

erable variation concerning the ‘neighbor-driven’ coefficient �r with �̂2
� ≈1. While the estimated

correlation ̂�� in models A2, B2, C2, with IID effects in both the neighbor-driven and endemic

component is considerable, IID effects in the autoregressive and endemic component are estimated to

be nearly uncorrelated in models C0 and C2. Note that IID and CAR effects in the neighbor-driven

and endemic component, respectively, are assumed to be uncorrelated in model D. Both quantities

�r and �r characterizing the spatio-temporal spread seem to be important for the model fit. The

maximum eigenvalue of K̂ is quite large in most models which indicates considerable ‘epidemic’

behavior.

The predictive performance of the models is assessed through one-step-ahead predictions of the last

104 weeks, i.e. the last two years. Mean scores based on these 140×104 predictions are shown in

Table IV. Most models yield comparable mean scores, except for models without autoregressive and

neighbor-driven component (A0, A1, A2) which have a clearly higher score. According to the mean

logarithmic score, model B2 with a fixed autoregressive parameter performs best, closely followed by

model C2 with IID autoregressive parameter. Both models contain IID effects in the neighbor-driven

and in the endemic component. Replacing the IID effects in the endemic component of model B2 by

CAR effects in model D leads to a slightly higher mean logS. It seems that such a spatial effect is

not needed in addition to the neighbor-driven component, which already accounts for spatio-temporal
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Table III. Analysis of influenza in the 140 administrative districts of Southern Germany.

exp(�̂(�)) exp(�̂(�)) �̂(�) �̂

Model (se) (se) (se) (se) �̂2
� �̂2

� �̂2
� ̂�� ̂�� ̂�� maxEV ℓpen (ℓmar)

No autoregression, IID random effects b(�)

A0 — —
0.52 2.07

— — 0.79 — — — — −20178 (−314)
(0.11) (0.05)

A1 —
0.24 0.23 1.80

— — 1.14 — — — 0.24 −19805 (−299)
(0.01) (0.12) (0.05)

A2 —
0.39 0.26 1.51

— 1.11 0.79 — 0.51 — 0.39 −19468 (−435)
(0.04) (0.11) (0.04)

Fixed intercept �(�), IID random effects b(�)

B0
0.49

—
0.42 1.26

— — 0.48 — — — 0.49 −19049 (−256)
(0.02) (0.10) (0.04)

B1
0.46 0.11 0.24 1.20

— — 0.68 — — — 0.57 −18895 (−252)
(0.02) (0.01) (0.11) (0.04)

B2
0.41 0.22 0.22 1.10

— 0.96 0.51 — 0.56 — 0.63 −18742 (−343)
(0.02) (0.02) (0.10) (0.03)

IID random effects b(�), IID random effects b(�)

C0
0.47

—
0.42 1.22

0.06 — 0.48 0.03 — — 0.65 −19019 (−301)
(0.02) (0.10) (0.04)

C1
0.42 0.11 0.25 1.15

0.09 — 0.67 0.28 — — 0.67 −18851 (−310)
(0.02) (0.01) (0.11) (0.04)

C2
0.38 0.21 0.22 1.05

0.13 1.02 0.51 0.04 0.53 −0.18 0.75 −18691 (−410)
(0.02) (0.02) (0.10) (0.03)

Fixed intercept �(�), IID random effects b(�), CAR random effects b(�)

D
0.41 0.22 0.22 1.10

— 1.12 1.66 — — — 0.62 −18744 (−368)
(0.02) (0.03) (0.06) (0.03)

Shown are parameter estimates with standard errors in brackets. The maximum eigenvalue of the estimated matrix
K in (3) is denoted by maxEV. All models contain a linear trend and S =3 seasonal terms. The numerals in the

model labels correspond to 0: no neighbor-driven component, 1: fixed intercept �(�), 2: IID random effects b(�).

Table IV. Mean scores based on 140×104 one-step-ahead predictions for the influenza data.

Model logS (p-Value) RPS (p-Value) SES (p-Value)

No autoregression, IID random effects b(�)

A0 0.5988 (0.0001) 0.5258 (0.0001) 8.1394 (0.0001)
A1 0.5913 (0.0001) 0.5030 (0.0001) 6.7258 (0.0001)
A2 0.5882 (0.0001) 0.4815 (0.0001) 6.2256 (0.0001)

Fixed intercept �(�), IID random effects b(�)

B0 0.5686 (0.0006) 0.4472 (0.0001) 5.2607 (0.6144)
B1 0.5652 (0.0353) 0.4427 (0.0001) 5.1883 (0.9952)
B2 0.5633 0.4363 5.1878

IID random effects b(�), IID random effects b(�)

C0 0.5685 (0.0018) 0.4461 (0.0001) 5.2682 (0.5107)
C1 0.5648 (0.0830) 0.4414 (0.0007) 5.2182 (0.7227)
C2 0.5635 (0.5979) 0.4346 (0.0438) 5.2088 (0.7399)

Fixed intercept �(�), IID random effects b(�), CAR random effects b(�)

D 0.5638 (0.1840) 0.4361 (0.5485) 5.1969 (0.4263)

Model B2 is compared with the remaining models, the Monte Carlo p-values are based on permutation tests for
paired observations (9999 permutations).
Bold indicates the best model, i.e. the model with lowest score.

dependence. The ranking of models with respect to RPS is similar except for the best two models with

interchanged ordering.
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Figure 5. Fitted values for model B2 for influenza data in selected administrative districts of Southern Germany.

We compared each model to model B2. Models including both autoregressive and neighbor-driven

component have a lower mean score (p-values of the Monte Carlo permutation tests <0.0018 for logS

and equal to 0.0001 for RPS). According to the Monte Carlo p-values from the respective permutation

tests there is, however, no clear preference for the form of the parameters (i.e. fixed or random).

Figure 5 shows a plot of the fitted incidence from the best model according to logS , B2, in four

selected administrative districts indicated in the map in Figure 4. Light, medium, and dark gray areas

correspond to the endemic, autoregressive, and neighbor-driven part of the mean. In some regions, such

as LK Kitzingen or SK Stuttgart, the cases in surrounding districts considerable contribute to the mean

incidence. The importance of �r and �r for the predictive performance is also clear when looking at

successive maps of the weekly number of cases.

5. Discussion

In this paper, we have extended the model for the analysis of multiple time series of infectious disease

counts suggested by Held et al. [5] and Paul et al. [7] to account for different incidence levels or

varying disease transmission via possibly correlated random effects. Especially for highly multivariate

time series, heterogeneity is very likely to exist and should be accounted for. This is done by including

region-specific random effects which are assumed to be either IID Gaussians or follow a CAR model.

Random effects in the different components of the mean may also be assumed to be correlated.

Inference is based on methodology for mixed models as discussed e.g. in Kneib and Fahrmeir [14].

Estimates for regression parameters are obtained by numerically optimizing the penalized likelihood

and estimates of variance parameters are obtained by optimizing an approximate marginal likelihood

in an alternating algorithm.

Extension of classical model choice criteria to mixed models is challenging. There are versions of

AIC or BIC which can be used to address certain questions, e.g. which fixed effects to select in models

with given random effects structure or whether or not to include a random effect in models with given

fixed effects structure. However, these criteria are not suitable for the comparison of several models in

any situation. Therefore, we compared models based on one-step-ahead predictions and proper scoring

rules which can be used in any situation.

While a formulation where each region gets its own fixed intercept can be applied for the analysis

of disease counts in a low to moderate number of regions, this is no longer feasible when the number

Copyright © 2011 John Wiley & Sons, Ltd. Statist. Med. 2011, 30 1118--1136

1
1

3
1



M. PAUL AND L. HELD

of regions is large. For instance, the analysis of the second data set would not be possible with the

formulation in Paul et al. [7]. The analysis of the meningococcal disease and influenza data showed that

the induced shrinkage of region-specific estimates towards the overall mean improves the predictive

performance in the presence of heterogeneity.

Appendix A: Inference

In the following we provide further details about the estimation procedure described in Section 2.2 for

the model with mean (2) specified as in Equations (4)–(6), and covariance matrix R for the IID random

effects given by (8). To ensure positive definiteness of the covariance matrix, we use a parameterization

based on the Cholesky decomposition ofX in spherical coordinates [35]. Note that the diagonal elements

of the lower triangular Cholesky matrix must be positive and the off-diagonal elements must be in

(0,
) to ensure uniqueness. These restrictions can be guaranteed by using suitable transformations (see

e.g. [59]). The resulting parameterization is then given by

X(h)=

⎛

⎜

⎜

⎜

⎜

⎜

⎜

⎜

⎜

⎜

⎝

exp(2s1)
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√
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1 +1

exp(2s2)
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r2
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√
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√
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exp(2s3)

⎞

⎟

⎟

⎟

⎟

⎟

⎟

⎟

⎟

⎟

⎠

,

where the vector h= (s1,s2,s3,r1,r2,r3)⊤ contains the unknown variance parameters which can take

values on the whole real line. For the sake of clarity only the lower triangular part of the symmetric

matrix X(h) is displayed. Note that the diagonal elements correspond to the variances of the random

effects in the autoregressive (4), neighbor-driven (5), and endemic component (6). For instance, we

have �2
�
=exp(2s1). Similarly, we obtain the correlation parameters, e.g. �� =r1/

√

r2
1 +1.

A.1. Estimation of regression parameters

First, let i and j denote any element of the stacked vector of fixed and random effects. The score vector

with first derivatives of (9) with respect to b and b is given by

spen(b,b;R)=

⎛

⎜

⎜

⎜

⎝

�ℓpen(b,b)

�b

�ℓpen(b,b)

�b

⎞

⎟

⎟

⎟

⎠

=

⎛

⎝

s(b)

s(b)−R−1b

⎞

⎠ ,

where the elements of the unpenalized score vector are given by

s(i)=
∑

r,t

yrt

�rt

��rt

�i
−

��rt

�i
.

Analogously, the observed Fisher information matrix is partitioned as

Fpen(b,b;R)=

⎛

⎜

⎜

⎜

⎝

−
�2ℓpen(b,b)

�b�b⊤
−

�2ℓpen(b,b)

�b�b⊤

−
�2ℓpen(b,b)

�b�b⊤
−

�2ℓpen(b,b)

�b�b⊤

⎞

⎟

⎟

⎟

⎠

=

(

F[bb] F[bb]

F[bb] F[bb]+R−1

)

, (A1)

where F[ij] denotes the block of the unpenalized Fisher information matrix corresponding to the

parameter vectors i and j, and has elements

F[i j]=−
∑

r,t

{

−
yrt

�2
rt

��rt

�i

��rt

� j
+

yrt

�rt

�2�rt

�i� j
−

�2�rt

�i� j

}

.

1
1

3
2
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In the following, let n(�) contain all parameters in the autoregressive component (4), i.e. �(�),b(�),

and let x
(�)
rt denote the corresponding design vector in region r at time t , i.e. x

(�)
rt = (1,ur )⊤ where the

r th element of the R-dimensional vector ur is 1 and 0 otherwise. The vectors n(�), x
(�)
rt and n(�), x

(�)
rt

are defined in analogy for components (5) and (6), respectively. First and second partial derivatives of

�rt are then given by

��rt

�n(�)
=�rt yr,t−1 x

(�)
rt ,

��rt

�n(�)
=�rt

∑

q �=r

wqr yq,t−1 x
(�)
rt ,

��rt

�n(�)
=�rt x

(�)
rt

and

�2�rt

�n(�)
�n(�)⊤

= �rt yr,t−1 x
(�)
rt x

(�)⊤
rt ,

�
2�rt

�n(�)
�n(�)⊤

=�rt

∑

q �=r

wqr yq,t−1 x
(�)
rt x

(�)⊤
rt ,

�2�rt

�n(�)
�n(�)⊤

= �rt x
(�)
rt x

(�)⊤
rt .

Second partial derivatives of �rt with respect to parameters belonging to different components are zero.

A.2. Estimation of variance parameters

First note that

log |R|= log(|X(h)⊗I|)= log(|X(h)|R|I|3)=2R

(

3
∑

i=1

si −
1

2

3
∑

i=1

log(r2
i +1)

)

.

Let k and l denote any element of the vector with variance parameters h. Furthermore, the dependence

of the observed Fisher information matrix (A1) on both regression and variance parameters will be

suppressed in the following for notational convenience. The score vector smarg(R) with first derivatives

of (11) with respect to h then has elements

�ℓmarg(R)

�k
=−R

3
∑

i=1

(

1(k =si )−
ri

r2
i +1

1(k =ri )

)

+
1

2
b⊤
R

−1 �R

�k
R

−1b−
1

2
tr

(

F−1
pen

�Fpen

�k

)

where tr(·) denotes the trace of a matrix. The elements of the observed Fisher information matrix

Fmarg(R) are given as

�2ℓmarg(R)

�k�l
= −R

3
∑

i=1

(

r2
i −1

(r2
i +1)2

1(k = l =ri )

)

−
1

2
b⊤
R

−1

(

−
�2
R

�k�l
+

�R

�k
R

−1 �R

�l
+

�R

�l
R

−1 �R

�k

)

R
−1b

−
1

2
tr

(

−F−1
pen

�Fpen

�l
F−1

pen

�Fpen

�k
+F−1

pen

�2Fpen

�k�l

)

.

The derivation of first and second derivatives of X(h) with respect to h, and thus R and Fpen,

is straightforward and omitted here. Note that for uncorrelated random effects, the block diagonal

structure of the covariance matrix R can be exploited to obtain simplified expressions for the score

vector smarg(R) and the Fisher information matrix Fmarg(R).

A.3. Implementation

In applications, the likelihood functions described in Section 2 might be flat and contorted due to

the additive decomposition of the mean. This complicates maximization. In principle, estimates both

regression and variance components can be obtained using the iterative Newton algorithm. At each

iteration, the score function is approximated by a local quadratic model and solved for the root,

i.e. the maximum of the likelihood. Close to the maximum, the Fisher information matrix must be

positive definite and the Newton method guarantees fast convergence [60]. However, far away from the

maximum the Fisher information matrix might not be positive definite. If initial values are poor, the

Newton algorithm may fail.

Copyright © 2011 John Wiley & Sons, Ltd. Statist. Med. 2011, 30 1118--1136
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There are several modifications to obtain a globally convergent Newton algorithm without sacrificing

the good local convergence properties, see e.g. [61, Chapters 5, 6]. For instance, the Fisher information

matrix can be modified such that it is always positive definite. Convergence from poor initial values

can be improved by using a trust-region approach [61, Chapter 6.4]. The trust-region approach provides

at each iteration a region in which the quadratic approximation can be trusted to adequately model

the score function. The root of the approximation is picked as new iterate and the goodness of the

approximation is evaluated. If the approximation is not good enough, the region is shrunken until an

acceptable new iterate is found.

The optimization problem gets harder the more parameters are involved and the choice of good

initial values is especially important. In non-linear models, it is often advisable to use several initial

values and select estimates resulting in the highest likelihood should the optimization algorithm lead

to different results (e.g. [7]). In the current context; however, it is not clear how to deal with differing

results for the alternating algorithm from Section 2.2. The penalized likelihood cannot be used for

deciding between two sets of parameter estimates because it depends on the variance parameters. Thus,

results with larger variance parameters tend to be preferred.

The estimation procedure is currently incorporated in the development version of the R package

surveillance [31] available from http://surveillance.r-forge.r-project.org/. We use the R function

nlminb as default optimizer which can either use analytical second derivatives or numerical approx-

imations to the Hessian. Although a single computation of the analytical Fisher information matrix is

more expensive than the use of numerical approximations, the use of the analytical Fisher information

matrix makes convergence faster in the long run and is to be preferred. The function nlminb also

implements a trust region approach which enhances convergence. In all applications considered, the

algorithm always lead to the same solution after convergence when using different initial values.
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