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Abstract

Mutation grounding is an automated process
which links mutation annotations to specific
protein sequences and their variants. This
is a non-trivial algorithmic task and a num-
ber of approaches have been developed, albeit
the scalability of existing implementations is
still an issue hindering their adoption. In this
work we transform a proof-of-concept muta-
tion grounding prototype showing acceptable
performance on a modest homogeneous cor-
pus, into a robust system capable of process-
ing a wide range of publications with high pre-
cision and recall through rational redesign of
the algorithm.

1 Introduction

Mutation extraction systems designed to mine
biomedical literature for mutation mentions were
first reported in (Horn et al., 2004) and studies lever-
aging such tools are now relatively commonplace
(Baker and Rebholz-Schuhmann, 2009; Baker et al.,
2011). However, most of the systems are still in
prototype phase and only a subset carry out muta-
tion grounding, a process linking mutation mentions
in texts to the corresponding database identifiers of
the protein or gene that was mutated. The specific
task of mutation grounding algorithms is to find, in
a sequence database, the exact sequence referred to
in the text and to do this by verifying whether the
exact positions and identity of the wild-type amino
acid residues, described in the texts, are found on
the candidate sequence. Only then can a mutation
mention be said to be grounded.

Frequently, accession numbers of proteins are
omitted from papers and the declared coordinates of
a mutation on a protein sequence do not always cor-
respond to actual locations on the protein sequence,

i.e. a different numbering scheme is used to report
the mutations in a publication. The difference be-
tween the coordinates of the actual mutation and the
coordinates reported in a paper is referred to as an
offset, a feature that must be determined dynami-
cally during the mutation grounding procedure. A
‘zero‘ offset means no correction is required to the
numbering scheme used in the paper.

In (Laurila et al., 2010), a proof-of-concept pro-
totype of a mutation grounding system is described,
that grounds mutation entities from texts to Swis-
sProt identifiers of proteins and specific positions on
the corresponding protein sequences. The system
works on full texts and does not have any restrictions
on protein or organism types. The system achieved
decent performance on 4 corpora for 7 different pro-
teins: precision 0.84 and recall 0.65. Despite the
encouraging initial results, testing the prototype, as
a part of a scale up exercise, on the larger corpus
where mutations need to be grounded to 91 differ-
ent UniProt identifiers, revealed some severe perfor-
mance problems, with precision and recall reaching
only 0.35 and 0.14 respectively. We investigated
which general and implementational limitations of
this approach lead to the decrease in performance
on a larger corpus and have addressed these prob-
lems in a next generation version of the system. The
new mutation grounding system described in this pa-
per outperforms the initial prototype with precision
0.89 and recall 0.88.

2 Methods

We briefly recapitulate here the workflow of the
original prototype as described in (Laurila et al.,
2010). Entities – proteins, organisms, and mutations
– are extracted from the text to be processed. For the
entity recognition task GATE (Cunningham et al.,
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2002) is used in combination with custom curated
gazetteer lists extracted from SwissProt. Mappings
between SwissProt IDs and protein/gene names, or-
ganism names, and amino acid sequences are im-
ported from SwissProt into a local database named
Mutation Grounding Database (MGDB), for later
use in the core grounding steps. Mutation mentions
are extracted with the help of the MutationFinder
system (Caporaso et al., 2007). The core mutation
grounding steps are as follows. (1) Candidate Swis-
sProt IDs are retrieved from MGDB. (2) Thepro-
tein mention number filterfilters all SwissProt IDs
of proteins which occur most frequently in the doc-
ument. (3) The SwissProt IDs which are not related
to identified organisms, based on the mapping stored
in the MGDB, are removed from the list of can-
didates by theorganism filter. (4) In theposition
alignmentstep the mutations extracted from the text
are mapped onto the candidate sequences retrieved
from MGDB along with SwissProt IDs. The algo-
rithm tries to map the maximal number of mutations
from the text onto a candidate sequence by guessing
an appropriate residue numbering offset. The output
of the algorithm is the SwissProt ID and the corre-
sponding sequence onto which most mutations are
grounded, which is considered to be the sequence of
the wildtype protein described in the document. (5)
Mutation mentions that do not match the sequence
are discarded and, in cases where two sequences are
identified, the sequence imposing a smaller position
numbering offset is chosen.

2.1 Limitations of a first generation mutation
grounder

Our goal was to improve upon the previous mutation
grounding algorithm. Our investigation started with
a test of the original mutation grounding prototype
on a corpus composed of extracts from EnzyMiner
(Yeniterzi and Sezerman, 2009) and a recent version
of KinMutBase (Ortutay et al., 2005) which includes
both published and unpublished subsets. The perfor-
mance was very low, with precision 0.35 and recall
0.14.

We conducted an analysis of multiple false pos-
itives and negatives and identified the follow-
ing architectural and implementational limitations.
(1) Due to the high numbers of false positives in
protein recognition, the protein mention number fil-

ter often wrongly filters out good protein candidates
when many mentions of incorrect proteins are iden-
tified. (2) The restriction to recognize only protein
names of length greater than 3 letters is too strong,
as many proteins have short names. (3) Only pro-
teins from the SwissProt database – the curated sub-
set of the UniProt database – are used for grounding,
whereas proteins studied in several papers from the
corpus are in TrEMBL – the much larger TrEMBL
subset of UniProt. (4) The architecture of the pro-
totype uses a naive assumption that the text being
processed is about one single protein, which signif-
icantly reduces the algorithm’s applicability. Also,
at least two point mutations are required as input
for the sequence alignment algorithm, whereas cases
with single mutation grounded to a protein and doc-
uments with single mutations cannot be correctly
processed by the original algorithm.

2.2 Revised architecture

The approach we adopt in the new generation of the
grounding system is based on identifying many el-
igible candidate mutation-protein pairs and subse-
quent filtering of these pairs based on multiple cri-
teria. The limitations of the original implementa-
tion discussed above can be explained by the insuf-
ficient selectivity of the filters implemented in the
prototype; namely, source organism filter and pro-
tein name count filter. In order to increase the overall
performance and overcome the existing limitations,
we extended the approach by relaxing the restric-
tions on initial candidate generation, which is then
compensated by using more textual context- and do-
main knowledge-based features for the disambigua-
tion during the later processing stages. More specif-
ically, we make the following assumptions. (1) The
entity recognition procedure for proteins, genes,
mutations and organisms should be biased towards
higher recall. Additional filtering should be used
to compensate for the loss of precision. (2) Short
protein and gene names should be allowed. (3) The
whole TrEMBL subset of UniProt should be used
as the primary source of protein names, identifiers
and sequences. (4) Multiple proteins may be studied
in a publication. (5) Proteins featuring single point
mutations have to be considered also. (6) Authors
of the document are likely to use the same number-
ing scheme for all mutations made to a given pro-
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tein. Counter-examples of this rule of thumb are ex-
tremely rare – we have only encountered one such
document in our experiments.

2.2.1 Algorithm

Our new mutation grounding procedure works as
follows.
(1) Entity extraction. Before the grounding of mu-

tations starts, all mutation mentions together with
protein, gene and organism names are identified
throughout the text.
(2) UniProt ID candidate retrieval. We have

merged the organism filter with UniProt ID candi-
date retrieval. Now protein and gene names are
paired with all identified organisms and each such
pair is mapped to the related protein UniProt IDs and
the corresponding reference sequences. If no organ-
ism is mentioned in the text, “human” is used as a
default. A UniProt ID is eligible if the name in the
UniProt record starts with the string identified as the
protein name in the text, e.g., IDs for both “Carbonic
Anhydrase I” and “Carbonic Anhydrase II” will be
considered if “Carbonic Anhydrase” is found in the
text. This is necessary to prevent the loss of recall
on cases when authors use shorter forms of protein
names after introducing the full name.
The result of this step is a pool of UniProt IDs, along
with sequences, protein/gene names and organism
names.
(3) Position alignment. In this step, mutations ex-

tracted from the text are mapped onto the candidate
sequences retrieved in the previous step. For mul-
tiple mutations on one protein, we use the align-
ment algorithm from (Laurila et al., 2010) without
any changes. The output of the algorithm is a list
of grounding candidatesthat are triples consisting
of protein IDs, sets of mutations and numeric offsets
that have to be applied to align the residue numbers
in the mutation mentions in order to make them ap-
plicable to the protein sequences.
(4) Generation of additional candidates by align-

ment of singular point mutations. Grounding can-
didates for singleton point mutations are identified
with the following rules.

(4.1) If only one mutation is identified in the text
being processed, we test this mutation against
all available protein sequences from previous
step. If the wildtype residue of the mutation

corresponds to the amino acid in a protein se-
quence in exactly the same position as speci-
fied in the mutation mention, we consider the
mutation-protein pair a legitimate candidate.
This approach obviously fails in cases when
non-standard residue numbering is assumed in
the text. However, such cases are relatively
rare and the impact on the overall performance
is minimal. Also, the relatively low probabil-
ity of false positives due to incidental match of
residues, which can be roughly estimated as at
most 8%, depending on the amino acid (Brooks
et al., 2002), ensures that the negative effect on
the precision is tolerable.

(4.2) A slightly more liberal candidate generation
scheme is used for documents with multiple
mutations. We first try to align as many non-
singleton sets of point mutations as possible,
and then reuse all the residue numbering offsets
to try to align the remaining sigular mutations.
This approach is based on our simplifying as-
sumption that the residue numbering schemes
are used in papers consistently.

(5) Calculating scores. Since our analysis has iden-
tified the protein mention number filter as a perfor-
mance problem, we replace it by a scoring approach
which combines several features in order to deter-
mine the relevance of candidates. The following set
of features is generated for each candidate triple con-
taining a protein ID, a set of aligned mutations and
the corresponding offset.
Featuref1: the number of protein/gene mentions in
the document. This feature was realized as the pro-
tein mention number filter in the prototype system
and introduced as a feature in the scoring algorithm
of the new generation system.
Featuref2: the number of protein/gene mentions ex-
actly matching some names in the UniProt database,
so that, for example, “Carbonic Anhydrase II”
is counted, whereas “Carbonic Anhydrase” is not
counted. This feature allows prioritisation of can-
didates with directly mentioned proteins.
Featuref3: the number of protein/gene synonyms
used in the text. The more synonyms used to refer
to a protein, the higher it scores. This heuristic is
based on the idea that an entity mentioned in text in
different ways is likely to be highly relevant to the
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topic of the document.
Featuref4: the number of mentions of the organism
in the document.
Featuref5: the number of co-occurences of the pro-
tein/gene and organism mentions. We say that two
entities co-occur if they are mentioned in the same
sentence.
Featuref6: the number of co-occurences of the pro-
tein/gene and members of the mutation set.
Featuref7: the number of aligned mutations in the
candidate triple.
Featuref8: if the offset is 0, the value of the feature
is 1, and is 0 otherwise. This allows for prioritization
of candidates with an offset of 0.
Featuref9 (based on the source of protein informa-
tion): if the UniProt ID is from SwissProt, the value
of the feature is 1, and is 0 otherwise.
Before combining all the features in one scoring for-
mula, their values are normalized by dividing them
by their maximal values to ensure their values range
in [0, 1]. This is done to simplify intuitive assign-
ment of weights to the features: the comparison
of weights assigned to features directly reflects the
relative importance of the features. The combined
score of a grounding candidate is calculated as the
sum of weighted normalized features.
(6) Ranking candidates. In this step, our algo-

rithm ranks the available candidates according to
their combinded scores and selects all candidates
with the maximal score values, temporarily discard-
ing all the others. In rare situations when there are
several candidates with the same maximal score, we
select one of them as follows: we prefer candidates
with larger mutation sets and smaller sequence num-
bering offsets. If there is still ambiguity, one candi-
date is selected randomly and added to the output.
(7)Grounding the remaining mutations. In this step

we check if there are any mutations that are still not
grounded (not present in the results) by the previ-
ous step, and then select all candidates discarded by
the previous step containing such ungrounded mu-
tations, arranging them in a ranked list again, and
repeat the selection process. This is done until the
algorithm exhausts the set of mutations or the set of
candidates.

2.2.2 Implementation

The high-level organisation of the mutation ex-
traction and grounding system remains the same as
in the original prototype, as described in (Laurila et
al., 2010). Due to space limitations we have omitted
details of implementation changes. These are de-
scribed in full in (MGD, 2012).

The new system was tuned manually on the devel-
opment corpus by running the system with initially
uniformely weighted scoring features, followed by
a series of about 30 runs with a greedy strategy.
The final feature values are as follows. The high-
est weight 9 is given tof7 – the number of simulta-
neously aligned mutations in a grounding candidate
triple. The weight off9 – SwissProt vs. TrEMBL
– is 1.9. The third most important featuref2 – the
number of precise matches for protein names from a
candidate triple with names in UniProt – gets 1.6.f4
– number of organism mentions – andf8 – zero off-
set feature – have weight 1.5. All the other features
are given the same weight 1.

2.3 Development Corpus

To support our system development, we created a
manually curated corpus (to be described in a forth-
coming publication) comprising 38 full text docu-
ments randomly selected from the EnzyMiner (Yen-
iterzi and Sezerman, 2009) abstract database. In
what follows, we refer to it simply as the “En-
zyMiner corpus”. The corpus was originally created
for mutation impact extraction, so it only contains
information about mutations whose impact is stud-
ied, which potentially creates a problem for the use
of the corpus for benchmarking mutation ground-
ing because there may be other mutations associated
with specific proteins but not with impacts. The use
of an incompletely annotated corpus can lead to sit-
uations where correct groundings by our system are
not in the corpus annotation and, therefore, have to
be considered false positives. This may distort both
precision and recall estimation. To avoid this, we
only compute our performance metrics on the sub-
sets of mutations mentioned in the annotations.

2.4 Evaluation Corpora and Methods

In order to compare the new generation muta-
tion grounder with the orginal prototype, we used
the same corpora as in (Laurila et al., 2010) –

67



Haloalkane Dehalogenases (DHLA) and extracts
from COSMIC (Forbes et al., 2010) for three target
proteins corresponding to genes FGFR3, MEN1 and
PIK3CA.

In addition, we selected 201 annotated documents
from the KinMutBase (Ortutay et al., 2005) database
and 200 documents from the unpublished section
of KinMutBase according to the following criteria:
only publicly available documents that could be con-
verted to plain text (UniCode) were selected. We
additionally curated the selection by running Muta-
tionFinder, which is a reliable tool for this purpose
due to its very high recall, and comparing the re-
sults with the annotations in the database. Based on
this comparison, we discarded about 140 documents
that appear annotated with protein-level mutations
that are not mentioned directly, although this may
be due to the manual translation from SNPs made
by the curators. The final size of the corpus is 255
documents.

The statistics for the evaluation corpora are given
in Table 1.

Corpus size UniProt IDs Mutations
EnzyMiner 38 49 176
KinMutBase 255 42 624
DHLA 13 4 52
PIK3CA 30 1 169
FGFR3 26 1 175
MEN1 7 1 22

Table 1: Corpus Statistics.

We use two standard measures for performance
evaluation:precision, defined as the fraction of cor-
rectly grounded mutations (true positives) over all
grounded mutations (true positives+ false posi-
tives), andrecall, defined as the fraction of correctly
grounded mutations over all mutations in the gold
standard (true positives + false negatives). A muta-
tion is considered correctly grounded if it is mapped
to a sequence corresponding to the UniProt ID speci-
fied by the corresponding gold standard corpus. This
definition accomodates UniProt IDs associated with
multiple isoforms.

We present our evaluation results usingmicro av-
eraging that treats the whole corpus as one large
document: it calculates global recall and precision
over all evaluated instances.

3 Results

3.1 Evaluation results

We present the results of the evalution of the new
system on both the development and evaluation cor-
pora in Table 2.

Original prototype New system
Precision Recall Precision Recall

EnzyMiner 0.31 0.12 0.75 0.72
KinMutBase 0.36 0.14 0.92 0.92
DHLA 0.83 0.73 0.96 0.94
PIK3CA 0.86 0.70 0.98 0.81
FGFR3 0.89 0.66 0.27 0.25
MEN1 0.54 0.32 0.54 0.52
Total (w/o EnzyMiner) 0.64 0.35 0.82 0.77

Table 2: Evaluation results (micro averaging).

To evaluate the effects of some of the least ob-
vious changes in the system design, we ran four
tests with the corresponding implementational fea-
tures switched off. Firstly, we excluded grounding
to TrEMBL, so that only SwissProt IDs are used for
grounding. Secondly, we switched off grounding to
multiple proteins. Thirdly, the grounding of singu-
lar mutations was turned off. Lastly, we turned off
all these features and left only the score based rank-
ing (which is a core component and can not be ex-
cluded). Table 3 shows the results of these tests and
compared to the results in Table 2, where all these
features were activated.

Only SwissProt w/o Mult. Prot. w/o Single Mut. Only Ranking

P R P R P R P R
EnzyMiner 0.55 0.53 0.73 0.66 0.75 0.72 0.52 0.49
KinMutBase 0.93 0.93 0.93 0.91 0.91 0.86 0.80 0.77
DHLA 0.96 0.94 0.96 0.94 0.96 0.94 0.96 0.94
PIK3CA 1.0 0.77 1.0 0.77 0.98 0.77 0.98 0.80
FGFR3 0.96 0.87 0.24 0.21 0.23 0.21 0.89 0.80
MEN1 0.52 0.50 0.55 0.50 0.52 0.50 0.55 0.50
Total (w/o
EnzyMiner)

0.94 0.89 0.82 0.76 0.81 0.730.84 0.78

Table 3: Significant changes in performance highlighted.
Compare with results of the new system in Table 2.

3.2 Availability and deployment

The system is publically available as a compiled
Java library (MGJ, 2012) and through a web demo
(MGD, 2012) .
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4 Discussion

The prototype discussed in (Laurila et al., 2010)
delivers only 0.35 precision and 0.14 recall on the
merged KinMutBase- and EnzyMiner-based cor-
pora, due to the limitations discussed in Section 2.1.
The new system dramatically outperforms the proto-
type on the KinMutBase- and EnzyMiner-based cor-
pora with micro averaged precision 0.89 and recall
0.88, and on the evaluation corpora with precision
0.82 and recall 0.77.

The reasons for the failures that provide some
room for future work can be summarised as follows:

(1) 7 failures are due to protein name variations.
(2) 2 cases when the organism mention in the text
does not precisely match the MGDB entry. (3) 1
case when organism is never mentioned in the text
explicitly – the human annotator (correctly) guessed
the organism from the context. (4) Imperfect rank-
ing of candidates.

Our new algorithm has good performance on sin-
gleton mutations. There are 22 (out of the 255) doc-
uments in the KinMutBase-based corpus and 8 (out
of the 38) documents in the EnzyMiner-based cor-
pus where MutationFinder found only one mutation
illustrating that most papers report multiple muta-
tions. Moreover 73% of them were grounded cor-
rectly.

The performance of mutation grounder is notice-
ably lower on the EnzyMiner-based corpus than
on the KinMutBase texts (see Table 2). This can
be explained by complexity (heterogeneity) of the
Enzyminer-based corpus which includes: (1) pro-
teins from TrEMBL; (2) proteins associated with
various mutations, including situations when the
same mutation is applied to multiple proteins in the
same document; (3) documents with different muta-
tion offsets; (4) proteins with only single mutations
applied to them.

The EnzyMiner corpus provides the curated off-
sets for mutation positions in the notation used in the
texts, which allows more precise testing. In all the 7
documents with non-zero sequence numbering, our
system correctly identified the offsets.

Testing the system with some of the new key
features turned off, whose results are given in Ta-
ble 3, did not present any surprises and, overall, con-
firmed the importance of these features for perfor-

mance. Excluding TrEMBL as a source of informa-
tion about proteins resulted in a noticeable decrease
in performance on the EnzyMiner corpus. The re-
call and precision on the FGFR3 corpus improved
from 0.25 to 0.87 and from 0.27 to 0.96 respec-
tively. This is because the protein candidate from
TrEMBL that beats better candidates from Swis-
sProt, is excluded. Running the system without
grounding to multiple proteins also resulted in lower
performance on the EnzyMiner corpus which has
11 documents discussing multiple proteins. Finally,
when the grounding of single mutations is switched
off, the system fails on 22 documents of the Kin-
MutBase corpus where single mutations per protein
are identified. This decreased the recall from 0.92
to 0.86 and precision from 0.92 to 0.91. The deacti-
vation of all the extensions, except the scoring fea-
ture, shows that the substitution of the protein men-
tion number filter with the scoring procedure had
the most significant positive impact on performance
(compare column 4 in Table 3 with each column in
Table 2). Note that total (w/o EnzyMiner) perfor-
mance of the system in this test (column 4 in Table 3)
is higher than the performance of the final version of
the system (column 2 in Table 2) where all the exten-
sions are activated. Our preferred implementation
of the grounding algorithm, with all features acti-
vated, has approximately equivalent performance to
the best performing configuration of the algorithms
on the test corpora, albeit the performance was 1-
2% less. Our preference for the full feature con-
figuration of the mutation grounder stems from the
possibility that new test corpora may include papers
with different constellations of target mutation men-
tions: single mutations only, mutations to multiple
proteins, and multiple mutations on single proteins.
In addition there may be situations where grounding
requires protein sequences found only in TrEMBL.

5 Related and future work

All existing mutation grounding approaches use
similar architecture, namely a pipeline consist-
ing of components for entity extraction (proteins,
genes, organisms, mutations), generation of possi-
ble mutation-protein pairs, and filtering the candi-
dates. The filtering is based on (a) mutation posi-
tion alignment, also referred to assequence checks,
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and (b) text based features, such as sentence based
co-occurrence of entities: protein-mutation in (Horn
et al., 2004; Baker and Witte, 2006; Winnenburg et
al., 2009; Krallinger et al., 2009; Baker and Kana-
gasabai, 2011) and protein-organism in (Horn et al.,
2004; Baker and Witte, 2006).

The work described in (Laurila et al., 2010)
was the starting point for the work presented here.
Some of other previous projects restrict the exper-
imentation to specific protein families. For exam-
ple, (Krallinger et al., 2009) reports 0.72 precision
by extracting and grounding human kinase muta-
tions. The system from (Horn et al., 2004) achieved
0.64 recall and 0.87 precision in grounding with G
protein-coupled receptors and nuclear hormone re-
ceptors. Although the grounding algorithms pro-
posed in (Baker and Witte, 2006; Laurila et al.,
2010; Baker and Kanagasabai, 2011) are not re-
stricted to specific protein families or organisms,
they were evaluated on corpora for specific proteins.
The system from (Baker and Kanagasabai, 2011)
was tested on 98 documents corpus for FGFR3,
MEN1, and PIK3CA with micro averaged precision
0.819 and 0.601 recall. The system from (Winnen-
burg et al., 2009) achieves accuracy 0.87 for the mu-
tation retrieval task from abstracts for ten species.

It is currently difficult to compare existing muta-
tion grounding implementations, and mutation text
mining systems in general, due to the lack of avail-
able systems and benchmarks. For example, it is dif-
ficult to predict how the evaluation of systems on pa-
per abstracts, as in (Winnenburg et al., 2009), would
transfer to the case of full text, as supported by our
system, or how evaluations restricted to specific pro-
tein families, as in (Horn et al., 2004; Krallinger et
al., 2009), would transfer to the general case. The
creation of our EnzyMiner-based corpus, briefly de-
scibed in Section 2.3, is a part of a larger attempt
to create such infrastructure that will facilitate scal-
able benchmarking by keeping and reusing system
results in an RDF-based format that allows comput-
ing various performance metrics on heterogeneous
system results. We will report the results of this
work in a forthcoming publication.

In terms of system functionality, a natural future
extension would be to make our tool also work on
the nucleotide level, as in (Thomas et al., 2011),
since many publications identify variations on DNA

or RNA. Another necessary functionality extension
would be to enable grounding mutations extracted
from tables (see, e. g., (Wong et al., 2009)), because
many papers studying mutation impacts summarize
the findings in various tabular formats.

On the deployment side, we will use the new sys-
tem to support the curation process in future updates
of KinMutBase.
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