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Abstract

A method that combines pre-tagging with a
version of active learning is proposed for an-
notating named entities in clinical text.

1 Background

The manual annotation of text to use for machine
learning is a taxing and time-consuming task. Re-
search on simplifying the annotation task, as well as
on reducing the amount of data required to be anno-
tated, is therefore highly motivated.

The task of annotation can be facilitated by
the use of pre-tagging/automatic pre-annotation, in
which the annotator is provided with text that has
been automatically tagged by an existing system.
Instead of annotating un-tagged data, the annotator
corrects the mistakes that have been made by this
existing system or chooses between different tag-
gings suggested by the system. Such semi-automatic
approaches that increase annotation speed are for in-
stance described by Chou et al. (2006), Brants and
Plaehn (2000) and Tomanek et al. (2012).

The amount of data that needs to be annotated
can be reduced through the use of active learning.
Data to be annotated is then actively selected from
the set of un-annotated data, in order to provide the
machine learning system with the type of annotated
data that is most informative, i.e. most useful for
the learner. For example, those instances in the un-
annotated data set that the machine learning system
is least certain as how to label are given to the human
annotator for labeling. Thereby, the total number

of annotations that have to be performed can be re-
duced compared to when using the more traditional
approach of random sampling. (Olsson, 2008, p. 27)

There is also the possibility to combine these two
methods, that is to provide the annotator with ac-
tively selected, pre-tagged data. For instance, the
BootMark system is constructed to use active learn-
ing for selecting which documents to annotate as
well as to use pre-tagging with manual revision for
creating a corpus that is annotated for named entities
(Olsson, 2008). Baldridge and Osborne (2004) also
use semi-automatic annotation combined with ac-
tive learning. The top n-best parses produced by the
pre-annotation are presented to the annotator, who
chooses the correct one among the n-best. The value
of n is the number of parses that are given a proba-
bility higher than chance by the pre-annotation.

A potential problem with pre-tagged data is that
the annotator might be biased to choose the anno-
tation provided by the pre-tagger. Also, if the pre-
tagger produces very poor pre-taggings on the data
given to the annotator, or if there are many possible
pre-annotations to choose from, it is still a laborious
task to carry out the correction or selection.

To address these two problems, we propose a
method that combines pre-tagging with a version of
active learning.

2 Proposed method

To reduce the bias problem, the proposal is to
present the two best taggings produced by the pre-
tagger to the human annotator, without informing
the annotator which of them that the pre-tagger con-
siders most likely. The task of the annotator is to
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either choose one of the pre-tagged annotations or
that none of them are correct.

The annotator is thus given the relatively easy
task of choosing between two different annotations.
Therefore, this method also addresses the second
problem of pre-tagging, that correcting the pre-
tagging of a text passage or choosing between many
tagging alternatives are still laborious tasks. This is,
however, provided that the instances, in which none
of the presented pre-taggings are considered correct,
can be minimised. In order to minimise these in-
stances, we propose a version of active learning. The
idea is to actively select text passages for which it is
likely that one of the two best pre-taggings is cor-
rect. A challenge of this approach is to select text
passages to present to the annotator that are informa-
tive enough to be useful to the learner and for which
the pre-tagger is certain enough to produce a maxi-
mum of two plausible pre-taggings. If the chosen
text passages are not informative enough, a larger
training set would be needed, which would increase
the overall annotation effort. On the other hand, to
present pre-taggings for which the pre-tagger is too
uncertain would defeat the general idea of increas-
ing the annotation speed by only presenting passages
with two plausible pre-taggings.

A possible method for finding a good level of
informativeness/uncertainty, might be to adapt the
uncertainty of the selected text passages to the be-
haviour of the annotator. If the annotator often
chooses the option that none of the presented pre-
taggings are correct, the uncertainty of the presented
text passages is too high, and thereby text passages
for which the pre-tagger is more certain ought to
be selected. On the other hand, if the annotator al-
ways chooses one of the presented pre-taggings as
the correct annotation, the uncertainty and thereby
the informativeness of the chosen text passages can
be increased. At first, the most informative sen-
tences, i.e. the sentences for which the pre-tagger is
most uncertain, could be presented to the annotator,
and thereafter the level of certainty could gradually
be decreased until a suitable level of uncertainty is
reached.

A prerequisite for using this approach, however,
is that the pre-tagger performs well enough for the
selected sentences to be at least as informative as
when using random sampling.

3 Data and machine learning system

The proposed method will be evaluated on clinical
texts annotated for the named entity classes disor-
der, finding, body structure and drug (Skeppstedt et
al., 2012). The conditional random fields (CRF) sys-
tem CRF++, which has the ability to output the n-
best classifications as well as confidence levels for
these classifications, will be used (Kudo, 2012). A
subset of the available annotated data will be used
for the initial training of a CRF model. This con-
structed model will be used both as pre-tagger for
un-annotated data as well as for the active selection
of instances to be manually annotated.

Since the targeted entities rarely, possibly never,
cross sentence boundaries, text passages consisting
of one sentence will be presented to the annotator.

The annotations produced by the annotator will be
used for expanding the training set. As a background
process during the annotation, the CRF model will
be re-trained with the expanded training set, and the
un-annotated data will be re-tagged with the new
updated model, potentially leading to a gradual im-
provement in the quality of the pre-tagged sentences.

Acknowledgements

We would like to thank the reviewers for their many
valuable comments.

References
Jason Baldridge and Miles Osborne. 2004. Active learn-

ing and the total cost of annotation. In Proc. EMNLP.
Thorsten Brants and Oliver Plaehn. 2000. Interactive

corpus annotation. In Proc. LREC.
Wen-chi Chou, Richard Tzong-han Tsai, and Ying-shan

Su. 2006. A semi-automatic method for annotating a
biomedical proposition bank. In Proc. FLAC.

Taku Kudo. 2012. CRF++: Yet Another CRF toolkit.
http://crfpp.sourceforge.net/. Accessed 2012-08-09.

Fredrik Olsson. 2008. Bootstrapping Named Entity An-
notation by Means of Active Machine Learning. Ph.D.
thesis, University of Gothenburg. Faculty of Arts.

Maria Skeppstedt, Maria Kvist, and Hercules Dalianis.
2012. Rule-based entity recognition and coverage of
Snomed CT in Swedish clinical text. In Proc. LREC.

Katrin Tomanek, Philipp Daumke, Frank Enders, Jens
Huber, Katharina Theres, and Marcel Müller. 2012.
An interactive de-identification-system. In Proc.
SMBM.

99


